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1. Background

Roles of GenAl/Al in Building Energy Modeling (BEM)

Data: Preparing Model: Al as Alternative to Output: Post-
Input Data and Enhancement of BEM Processing
— —0 SRR

7 HER

4

Interact with Software Education &
Models Development Training

- -

Hong, T., & Zhang, L. (2025, September). Al for building energy modeling: A transformation. In Building Simulation (pp. 1-7).




1. Background

GenAl Use Cases in BEM Education & Training

* Interactive Document and Q&A
o Ask and search in interactive documents
o GenAl version of “Unmet Hours”

* Training Material Generation
o Create content tailored to skill levels
o Generate training video

* Modeling Tutor
o Guide through simulations with feedback

o Explain errors or complex model logic
o Like GitHub Copilot and Cursor




1. Background

Opportunity & Challenges of GenAl in BEM

« Opportunity
o LLMs* can extract, understand, and summarize domain concepts efficiently
*LLMs: Large Language Models
o RAG* further improves LLM by truth grounding

* RAG: Retrieval-Augmented Generation

« Challenge
o Foundation LLMs are large and need integration with external data — expensive
o Need to reason” and talk like a BEM expert, not just retrieve knowledge
* Reasoning capabilities are essential for LLM agent development

* Fine-Tuning: the Solution

o Small yet strong enough to run cost-effectively and locally
o Think and teach like a BEM expert and/or educator




1. Background

Fine-Tuning Large Language Models (LLMs)

General Purpose Specialized

| GPT-3 sy ChatGPT

Codex (GitHub

Copilot v1)



1. Background

Fine-Tuning Large Language Models (LLMs)

. Gain Knowledge
o Increasing knowledge of new specific concepts

. Behavior Change
o  Learning to respond more consistently
o  Teasing out capability, e.g. better at conversation, reasoning

Behavior Both Gain
Change ‘, : Knowledge
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2. BEMGPT Development

e
| PDF/Latex I l Parsing PDF/Latex

Documents using techniques & tool(s) FLIEAUINEE s

General Workflow: Foundation Model
Generating fine-tuning training data l—.‘ Egﬁ;ll_f:%la_gng

| F——
|| Pre-trained LLMs
Parsed
Documents
D[ Generating testing data ]—b[ Testing Results & Metrics

| _—_— |
Part 1: Data Preparation Part 2: LLM Execution Outputs

Foundation Model

. Llama3.2: 1B, 3B, 11B ] 0032 @Qwenzs
e Qwen 2.5: 7B, 14B ama .
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2. BEMGPT Development

General Workflow: Data Curation

\/_\
Pre-trained LLMs
Parsed
Documents

| r—
| PDF/Latex Parsing PDF/Latex
Documents using techniques & tool(s)

. . - Fine-tuning/Training -
Generating fine-tuning training data J» ‘b[ using LoRA/QLORA Fine-tuned LLMs

Inputs
---------------------------------------- v |
D[ Generating testing data ]_4,[ Testing
Part 1. Data Preparation Part 2: LLM Execution Outputs
Data Source / Raw Data mmsssssn)> Fine-Tuning-Ready Training Data
. . Data Curation
* EnergyPlus Engineering Reference: 1. Text Chunks
Physics and structure behind software
+
* EnergyPlus Input Output Reference:
More about Syntax and software 2. Question-Answer (QA) Pairs
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2. BEMGPT Development

General Workflow: Data Curation

\_/_\
Pre-trained LLMs
Parsed
Documents

j PDF/Latex Parsing PDF/Latex
Documents using techniques & tool(s)

using LORA/QLoRA

Generating fine-tuning training data J» ‘b[ AL Fine-tuned LLMs

Inputs
""""""""""""""""""""" v
b[ Generating testing data }—4{ Testing
mreparation Part 2: LLM Execution Outputs
Supervised Fine-Tuning Training
, Data: \
Input / Output
Text Chunk Example: Question-Answer (QA) Pairs Example:
"... The EnergyPlus program is a collection of many "What do the program modules in EnergyPlus work
program modules that work together to calculate the + together to calculate?"

energy required for heating and cooling a building

. . . "They calculate the energy needed to heat and
using a variety of systems and cnergy sources,

cool a building." 12



2. BEMGPT Development

General Workflow: Fine-Tuning Algorithm

-
- | Pre-trained LLMs OB ‘
| e ; |
- v gy |
i PDF/Latex \ l Parsing PDF/Latex Parsed : . 5 I ‘ Fine-tuning/Training | =
Documents using techniques & tool(s) Documents EENEEULL LT AT using LORA/QLORA | FlEnEl s
3 Inputs ‘
D[ Generating testing data ]——b[ Testing }—W
Part 1: Data Preparation Part 2: LLM Execution Outputs
- 1 1 Pretrained Merge: Frozen
Fine-Tuning Algorithm oo, o S o
Wy e R W'eR
« Supervised Fine-Tuning (SFT, vs. Reinforcement Learning) ﬂoecompose ‘UMe,ge
. . . . . ",'nm||'v}}o'||';'1ifi” [ mer|:
* Parameter-Efficient Fine-Tuning (PEFT, vs. Full Fine-Tuning) _ ..
[ ——— 1 [ — .l
. _1/||Wo||c | _1/|V+AV||c |
* LoRA (adds Low-Rank Adapters, like add-on, frozen base model ) l_| I7|
| | I |
. . . | Pretl:ained | | : AVeR|
* QLoRA (Quantized from 16-bit to 4-bit, reduced memor 1 T |
Q (Q ’ V) | vemperes || B | versn } :
* DoRA (Weight-Decomposed, fewer trainable parameters) | | | l




2. BEMGPT Development

Control Variables: Best-Performing Combination

Fine-Tuning
1.Algorithm 2. Data Curation 3. Foundation Model
« Qwen 2.5 7B (1sY
« Qwen 2.5 14B
° nd
SFT: PEFT RL Data Format Input-Output Schema Llama 3.2 11B (277
Llama 3.2 3B
« LoRA e .pdf->.txt -+ QA + Text Chunk Liama 3.2 1B
QLOoRA « .tex ->.txt <+ Text Chunk (1 element) '
DoRA * QA (2 elements)

|IQA (3 elements)
CIQA* (4 elements)
Context-Instruction-

Question-Answer H
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3. Performance and Discussion

Memorize Knowledge: Example

m Before Fine-Tuning Qwen 2.5 7B After Fine-Tuning Qwen 2.5 7B

What are the two main The two main types of loops in the In EnergyPlus, the HVAC simulation primarily involves two
types of loops in the HVAC simulation within EnergyPlus main types of loops: the **Air Loop** and the **Plant
HVAC simulation within are the Zone Loop and the Plant Loop™*. The **Air Loop** manages air distribution within
EnergyPlus? Loop. The Zone Loop is used to a building, integrating components such as fans, filters,

simulate the heat transfer between and air handlers to simulate airflow and air quality. The
the zone air and the surfaces within ~ **Plant Loop** focuses on thermal energy exchange,

that zone, while the Plant Loop is encompassing equipment like boilers, chillers, and cooling
used to model the flow of fluids towers to model heating and cooling supply. Both loops

through various components such as  are integral to accurately simulating building energy
pumps, valves, and heat exchangers.  performance under various operational conditions.
Hallucination Detailed and Accurate

Comprehensive Accuracy: 48.7—92.5/100 (189.9%)



3. Performance and Discussion
Planning/Reasoning Capability: Example

Before Fine-Tuning Qwen
2.57B

After Fine-Tuning Qwen 2.5 7B

If you are a building
energy modeler,
what are the step-
by-step procedures
from unstructured
building information
collection to a final
building energy
model. Be as
detailed as possible.

First, gather all available

raw data about the building

including its location,
construction details,
materials used, HVAC
systems, lighting fixtures,
occupancy patterns, etc.,
ensuring this is
comprehensive but not
overly complex for initial
analysis. This includes
reviewing blueprints,
specifications documents,
and interviews with
stakeholders if necessary.
Not Complete. Not
Following Instruction.

1.
- Clearly define the purpose of the model, including any regulatory compliance requirements or specific performance goals.
. ¥*Gather Building Information:**

- Collect data on the building’s location, including latitude, longitude, altitude, and time zone.

- Gather building dimensions, floor area, number of floors, and orientation.

- Obtain information on building envelope components such as wall, roof, window, door, and floor materials and U-factors.
- Document HVAC system types, controls, and equipment efficiencies.

- Collect lighting system information, including types of fixtures and control strategies.

- Gather information on building occupants, including schedules and thermal comfort preferences.

- Collect information on renewable energy systems, such as photovoltaic panels and wind turbines.

. ¥*Select Simulation Tool: **

- Choose EnergyPlus for its comprehensive capabilities and open-source nature, ensuring it meets the project’s needs.

. ¥*Create Input File:**

- Use the EnergyPlus Input-Output Reference Guide to structure the input file appropriately.

- Define environmental conditions using the Weather File or Time Step and Temperature Schedule.

- Specify building geometry and surface properties.

- Detail the HVAC system configuration and controls.

- Define lighting system configurations and controls.

- Specify building loads and energy sources.

- Establish output requests for reporting results.

. ¥*Validate Model:**

- Compare model outputs to actual building performance data if available.

- Perform sensitivity analyses by varying inputs to assess the impact on energy consumption.

- Utilize EnergyPlus’s built-in checks and balances to ensure logical consistency in the input file.

6.

N

**Define Scope and Objectives:**

**Optimize Model:**

...(details omitted for brevity)

7.

**Document Results:**

...(details omitted for brevity)

8.

**Present Findings:**

. (details omitted for brevity)

Detailed Planning/Reasoning Capability,



3. Performance and Discussion

Lessons Learned: Model

« Foundation Model for Fine-Tuning @ Qwen?2.5
 Llama 3.2 11B and Qwen 2.5-7B-Instruct-1M: suitable for

Fine-Tuning 9.\

« Foundation models Smaller & Stronger — Fine-tuning Llama 3.2
Better and Cheaper

« Downside: need to redo the fine-tuning

* Fine-Tuning Platform/Tools/Software “~ | Hugging Face i~ LLaMA-Fagto;y
o HuggmgFace Tralner (What We use) Easy and Efficient LLM Fine-Tuning
- LlamaFactory / Unsloth / NVIDIA NeMo @ unsloth @2
NVIDIA.

NEMO

* Reinforcement Learning-Based Fine-Tuning
» Good for Reasoning (We did not try this in our study)
« R1-style RL (step-wise reasoning) + Direct Preference
Optimization (DPQO) + Chain of Thought data

18



3. Performance and Discussion

Lessons Learned: Data

* 90% of Labor Hours are Spent on Data Curation
« CIQA (4 elements), IQA (3 elements), QA (2 elements), text chunks (1 element),
and Hybrid, depends on applications
« Text Chunks + QA Pairs > Text Chunks = QA Pairs
« Reason: Text chunks good at information completeness
« QA Pairs good at capture the behavior and highlight important questions

« Specialized Benchmarking is Missing
« Current evaluation relies solely on performance over the test dataset — not
sufficient for domain-specific reliability
* Need multi-dimensional benchmarking that measures reasoning, factual grounding,
and robustness

19



3. Performance and Discussion

RAG or Fine-Tuning

RAG and Fine-Tuning
| RAG* Fine-Tuning
pre-training j Response o e pre-training Finetuning o . Lo
] === @
B“ LLM A ben Response e oo Base LLM Finetuned LLM Respanse User
G e 1 e iy ot
J/ Search
. Qu + —
* Retrl eva I_ r‘e_lev::\:/ does EJ
Augmented _.' org/domain speciic
1 i R dataset
Generation i i i =

Fine-tuning is not broadly
m-ﬂ- applicable — only suitable
Dev & Maintenance Effort for small LLMs where you
concern about local
deployment, latency, cost,
reasoning, refined expertise,

or software integration.,,

Accuracy / Source Grounding
Inference Cost & Latency

Reasoning

XXXA8
S88X X

BEM Software Integration
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4. Open Source

BEMGPT: Hugging Face

Hugging Face Repo*

[m]yx: = [m]

[=];

* 1) Fine-Tuned model, 2) FT-Ready
Training Data, and 3) Code for Data
Curation and Fine-Tuning are Included

22



Content

1.

Background

BEMGPT Development
Performance and Discussion
Open Source

Conclusions and Future Work

23



5. Conclusions and Future Work

« Developed and published BEMGPT for EnergyPlus education and training

* Tried different FT methods, data curation methods, and foundation models:
selected the best-performing combination

« BEMGPT is not only a fine-tuned model, but also a type of fine-tuned models
specialized for BEM

« Jump start fine-tuning in the context of BEM
* Think before building yours

« Form a BEM Corpus
« More knowledge base (from textbooks, online resources) and
- More designed data (like chain of thought data from BEM experts) .



5. Conclusions and Future Work

« Advances BEM education and integration — fine-tuned small models

« Can run locally with software to support interactive learning and
behave and reason/think like building energy modelers/educators

« While also serving as intelligent cores linked with RAG and LLM
Agents / Agentic Workflow to access up-to-date and abundant
knowledge, and for complex BEM education scenarios

(Predefined Paths) {Dynamic Decisions)
Which tool What'’s the
should | use? best approach
here?
o O
Call LLM (-] )
with prompt DB s -
Database ~~a €’ Web
Service
- «---@
CALC SRCH
iﬁﬁﬁ‘fi SR /" "\ Figure Source:
E =) https://medium.com/@neeldevenshah/ai-
« Predictable Emal o Flexible X Expensive workflows—vs-al—ag;]ents?vs-mgtl;l—agentm-
v Debuggable v Adaptive X Unpredictable :ystedms—za-compre ensive-guide- 25
v Cost-efficient 945d5e2e991




Thank you

Hugging Face: BEMGPT

[m] yF: = [m]

Liang Zhang
llangzhang1@arizona.edu

Xiaoqgin Fu
fuxiaogin@arizona.edu

E |
Publication

e Xiaogin Fu, Liang Zhang, Sunil Khadka. 2025. Fine-tuning Data Curation for LLM-based Smart Search and
Recommendation Systems for Building Decarbonization. ASHRAE 2025 Annual Conference Paper
e Xiaoqin Fu, Liang Zhang. 2025. BEMGPT: A Supervised Fine-Tuned Large Language Model for Building

Energy Modeling Education and Training. Energy and Buildings. In Press.
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Appendix 1. Theory-to-Practice Spectrum in

BEM Education

oo
og| = @ -
3. Workflow-Specific Training Gf g |_/\/

* Internal corporate workshops and on-the-job mentoring

Practice

2. Software-Specific Training

* Vendor courses or continuing-education programs; covers
interface navigation, syntax, and simulation options

EnergyPlus

1. Fundamentals of BEM Building
* undergraduate / graduate curricula Ph i
ySIics

* Focus on building physics (e.g., zone air heat balance | —"—————
equation), HVAC component models, and standards. s

Second Edition
Figure Source:

1. Hens, H. Building Physics
% (Springer, 2nd ed.) 2 springer

Theory




Appendix 2. BEMGPT Development: An

Analogy

Learning Goal

Recipient of
Knowledge

Teaching Method
/ Algorithm

Content / Learning
Material

Outcome

Teach a Student

Understand concepts deeply, apply them
beyond memorizing

Student @
™M

Lecture, Discussion, Practice (strict or free
style, many or few content) =)

I=
K
.E
.

8| 2

b

Texts, equations, and image

S

Student who can reason and apply knowledge

=

Fine-Tune a Model

Learn domain-specific tasks beyond next-token
prediction

Foundation Model (e.g., Llama, Mistral)
w | Hugging Face

Parameter-Efficient Fine-Tuning (PEFT: LoRA /
QLO RA / DO RA) Lou/-R«\w\k Ado‘p‘ta'tizn

mmmmmmmmmm

el during

777777

Training Data: Curated and Structured

{context, instruction, question, answer}

A fine-tuned model specialized in a domain

BEMGPT



Appendix 3. Fine-Tuning and RAG: Computing Time

and Cost
20

15

10

17.46

11.11
5.36

Time (Seconds) Tokens (100)
B RAG ® Fine-tuning

0.67
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Appendix 4. Fine-Tuning and RAG

* Fine-Tuning and RAG are not conflictive

* You can use fine-tuned model in RAG structure to get even better
performance

* RAG sets the floor: ensuring minimum functionality even if the model
doesn’t "know" something

* Fine-tuning sets the ceiling: it defines how far the model can go in
mastering the domain and executing complex reasoning

30



Appendix 5. Memorize Knowledge: More Examples

m Foundation Model Answer BEMGPT Answer

What is the
EnergyPlus object
used to model a
dedicated outdoor
air system with heat
recovery?

What factors
influence infiltration
rate calculation in
EnergyPlus?

EnergyPlus uses the
AirLoopHVAC:DOASSystem object
to model this.

Hallucinated — no such object
exists in EnergyPlus

Infiltration depends on outdoor
air entering through cracks and
openings. Users can specify
infiltration as a fixed rate or
schedule.

Incomplete and oversimplified —
omits model types, pressure
relationships, and control
options.

EnergyPlus models dedicated outdoor air systems (DOAS)
using a combination of AirLoopHVAC:OutdoorAirSystem
and HeatExchanger:AirToAir:SensibleAndLatent. The
system can be configured as a DOAS by controlling the
supply node conditions.

Detailed and Accurate

EnergyPlus models infiltration using four methods:
Design Flow Rate, Flow per Zone Floor Area, Flow per
Exterior Surface Area, and Flow per Exterior Wall Area.
Each method can include modifiers for temperature
difference and wind speed. The model also accounts for
stack effect, wind pressure, and system operation
schedules ...

Detailed and comprehensive, consistent with the Input
Output Reference.



Appendix 6. Memorize Equation: More Examples

m Foundation Model Answer BEMGPT Answer

The electrical power consumption of
the chiller compressor(s) is calculated
using the equation P_chiller = (Q_avail)
* (1 / COP_ref) * (ChillerEIRFTemp) *
(ChillerEIRFPLR) * (ChillerCyclingRatio).

Accurate equation
ExhFlowFPLR =k 1 +k 2*T PLR +

P<sub>chiller</sub> = Q<sub>avail</sub>
x COP<sub>ref</sub> + k<sub>T</sub> x
(T<sub>cond</sub> - T<sub>evap</sub>)
- FanPower

Wrong Equation

What is the equation for
calculating the electrical
power consumption of the
chiller compressor(s)?

What is the formula for k 3*T PLR*2ork 1+k 2*T PLR+
ExhFlowFPLR (Exhaust Air Step 4: Provide the k_3*T_PLR"2 + k_4*T_PLR"3. PLR is
Flow Fan Power Limiting Incomplete Part Load Ratio. k_1, k_2,k_3,and k_4
Ratio)? are coefficients

Accurate equation
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Appendix 7. BEMGPT Development

General Workflow: Metrics

S
.| Pre-trained LLMs e ‘

|
Parsed
Documents
D[ Generating testing data ]——b[ Testing § Results & Metrics 3
= ———,

e
Part 1: Data Preparation Part 2: LLM Execution Outputs

\ 4

: . 3sis Fine-tuning/Training =
Generating fine-tuning training data J—b[ using LoRA/QLORA Fine-tuned LLMs

PDF/Latex Parsing PDF/Latex
Documents using techniques & tool(s)

Results & Metrics
 BLEU: Measures n-gram precision; penalizes short outputs
 ROUGE: Measures n-gram recall (e.g., ROUGE-1, -2, -L)
« BERTScore: Uses embeddings to assess semantic similarity

 LLM Grading: Use another LLM to grade similarity
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Appendix 8. Performance and Discussion

Memorize Equation: Example
Question | Before Fine-Tuning Qwen 2578 | After Fine-Tuning Qwen2.578

How is infiltration In EnergyPlus, the calculation for infiltration, based on the
calculated in The general form of their empirical relationship Coblenz and Achenbach equation from 1963, is expressed as:
might look something like this:

\[ Q_{in}=C\cdot V_w \cdot \Delta T + D \cdot S\] Infiltration = (I_(design))(F_(schedule))[A + B|T_(zone) -

EnergyPlus based on
the equation proposed

Where: T (odb)| + C(WindVelocity) + D(WindVelocity”2)]

by Coblenz and -\(Q_{in}\) represents the rate of infiltration.

Achenbach in 19637 -\(C\) and \(D\) are constants determined through Here, WindVelocity refers to the wind speed at the building’s
calibration against experimental data. exterior surface, which is a critical factor in determining the
-\(V_w\) denotes the average wind velocity over rate of air infiltration into the building. The coefficients A, B,
certain height ranges above ground level. C, and D are specific to each zone and are determined
- \(\Delta T\) signifies the temperature differential through calibration against actual building performance data.
across the building envelope. This equation captures the impact of temperature differences
- \(S\) could represent additional factors between the zone and outdoor conditions, as well as the
influencing ventilation rates due to stack effect effect of wind speed on infiltration rates... (remaining details
etc., depending upon the complexity of the model omitted for brevity)
being simulated. Accurate equation with detailed explanation

Wrong — Learn only a part of the equation

Comprehensive Accuracy: 48.7—92.5/100 (189.9%)



